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Abstract : With the ongoing energy transition, electric power and energy systems are becoming
increasingly multi-dimensional and complex with higher levels of uncertainty. Obtaining an accu-
rate system model or multiple predictions in such environments is becoming increasingly problematic.
Such features are challenging aspects to the classical power system control approaches which are
essentially model-based and rely on accurate predictions. Reinforcement learning is promising a data-
driven alternative that can efficiently tackle the raising complexity of controlling such systems with no
prior system dynamics modeling or predictions. This work proposes a multi-agent deep reinforcement
learning-based control framework for optimally solving multi-dimensional power dispatch problems in
systems featuring multiple uncertainties. Learned control strategies are based on centralized training
decentralized execution to promote an efficient and robust coordination among different dispatchable
assets with no communication burden. Experimental results of various typical power dispatch scenar-
ios with significant integration of low-carbon generation demonstrate the effectiveness of such control
strategies.

Keywords: Data-driven control, deep reinforcement learning, eco-neigborhood, energy storage sys-
tems, microgrid, multi-agent reinforcement learning, power dispatch

Résumé : Avec la transition énergétique en cours, les réseaux électriques deviennent de plus en
plus complexes et la commande de ceux-ci doit composer avec un accroissement important de leurs
dimensions et de leurs sources d’incertitudes. L’obtention d’une modélisation précise d’un résea ou de
prévisions dans de tels environnements devient de plus en plus problématique. Ces caractéristiques
créent des défis considérant les approaches de commandes classiques des rśeaux électriques fondées sur
des modèles explicites et des prévisions précises. L’apprentissage par renforcement est une approche
prometteuse guidée par les données qui devrait être en mesure de maîtriser l’accroissement des niveaux
de complexité et d’incertitude sans avoir une connaissance préalable du modèle d’un système ou de
prévisions. Nos travaux rapportés dans cet article proposent l’utilisation de l’apprentissage par ren-
forcement profond multi-agent dans le but de concevoir des lois de commande pouvant résoudre de
manière optimale des problèmes de répartition de la charge multi-dimensionels sous diverses sources
d’incertitude. Les stratégies de commande sont basés sur une phase d’apprentissage centralisé et d’une
exécution décentralisée. Une telle approche permet de bien coordonner les actifs d’un système de
manière efficace et robuste, sans avoir à mettre en place une infrastructure de télécommunication. Les
résultats expérimentaux obtenus pour divers scénarios avec une intégration significative de moyens de
production d’énergie à faible teneur en carbone démontrent l’efficacité des ces stratégies de commande.

Mots clés : Commande guidée par les données, apprentissage profond, apprentissage par renforcement
profond, éco-quartiers, systm̀es de stockage d’énergie, micro-réseaux, apprentissage par renforcement
multi-agent, répartition de la charge
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1 Introduction

We are currently witnessing a swift movement for decarbonizing power and energy systems. In that
spirit, some jurisdictions, like the State of California, have enacted progressive policies mandating
the deployment of distributed energy resources (DER) in new buildings—chiefly rooftop photovoltaics
(PV) and behind-the-meter battery storage—as part of its ambitious greenhouse gas reduction plans.
Several downsides of such a blanket policy have emerged, however. First and foremost engineering costs
and delays for installing and commissioning such systems have skyrocketed due to high demand [1].
Moreover, by favoring uncoordinated private investments, opportunities in terms of system coordina-
tion are lost. Opportunities abound for pooling and controlling small privately-owned assets as local
eco-neighborhood microgrids or virtual power plants; see, for example, the case of the Schoonschip
Amsterdam community in the Netherlands [2].

Communities developed under the Schoonschip Amsterdam approach are planned in an integral
and coordinated fashion. However, reality is very different, especially in areas with both new and
older constructions. Solutions need to emerge to help with automating the design of both DER
installations and controls with the objective of reducing costs and delays, while also enabling local
DER coordination. This paper seeks to contribute in helping tackle this challenge by addressing its
DER energy dispatch control design aspects.

The problem of optimal energy dispatch is of great importance as it is key to sustainable and cost-
effective grid operation. In general, solving an optimal dispatch problem involves the coordination of a
set of controllable units and assets (e.g., energy storage systems (ESS), electric vehicle (EV) charging,
heating ventilation and air conditioning (HVAC), conventional generators, etc.) by controlling their
operation set-points in order to meet the demand with an optimal operation cost and with a reduced
negative environmental impact.

The most common approaches for solving power system optimal dispatch problems with DER are
model-based (e.g., stochastic programming, dynamic programming, model predictive control, heuris-
tic approaches, etc.) The problem with these approaches is the reliance on a precise model of the
controlled-system’s dynamics and a reliable predictor for the sources of uncertainty (e.g., generation,
demand, electricity prices, etc.) [3], and, hence, they require significant investments in upfront engi-
neering resources.

However, precise modeling outcomes and predictions are becoming increasingly difficult to obtain as
the emerging energy systems are becoming more and more complex mainly at two levels. The first level
stems from the higher uncertainty at both the generation and the demand side. On one hand, behind-
the-meter investments in power generation see a net predominance of renewable generation, like rooftop
PV, which is known to be stochastic and intermittent. On the other hand, stochastic consumer behavior
and new electricity uses—e.g., gas-to-electricity space and water heating conversions, EV charging—are
regarded as new major sources of uncertainty on the demand side. The second challenge resides in the
increasing dimensionality of power dispatch problems in terms of the number of possible system states
and actions chiefly when energy storage assets are integrated and when real-time pricing is introduced.
Finally, as mentioned previously, collections of privately-owned homogeneous and/or heterogenous
DER assets can benefit from being coordinated to operate as neighborhood-level microgrids and/or
virtual power plants to further the benefits to their individual owners and their community. Lastly, as
new assets are added or modified over time, modeling efforts need to be revisited, adding further costs
and deployment delays.

A promising alternative to traditional model-based control approaches include data-driven ap-
proaches such as reinforcement learning (RL). In general, RL and more particularly deep reinforcement
learning (DRL) are capable of solving optimal power dispatch problems [4, 5, 6, 7, 8, 9, 10]. DRL offers
several advantages in addressing complex decision-making processes in the area of power system con-
trol. In particular, DRL can effectively solve problems with high dimensional state and action spaces,
as in the case of power dispatch problems. It is capable also of adapting to changing system dynamics
and effectively handles control environment uncertainties with no need for prior system modeling or
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predictions. Furthermore, DRL can allow for instantaneous decision-making—without the need for re-
iterating computations at each decision step—a clear advantage over optimization-based approaches;
therefore, it is suitable for real-time control. Such features make DRL algorithms appealing candi-
dates for carrying out energy dispatch in neighborhood-level microgrids without significant centralized
online coordination.

1.1 Literature review

For instance, a deep Q-learning (DQL)-based energy management strategy was proposed in [3] for
scheduling an ESS in a microgrid. In [11], the authors have developed a two-layer real-time energy
management approach for a grid-connected microgrid in order to minimize the overall operating cost
while maintaining the energy balance. The algorithm’s top layer uses Q-learning (QL), while its bot-
tom layer solves a convex optimization problem. In [12], a QL-based control scheme was designed for
delivering the optimal ESS charging/discharging rate within a microgrid with PV production to max-
imize self-consumption and minimize the power drawn from the main grid. A QL-based approach was
also proposed in [13] for optimally scheduling batteries within a microgrid that comprises a residential
consumer and wind power generation. In [14], DQL has been used for determining the optimal real-
time scheduling of a short-term (battery) and a long-term (hydrogen) storage system in an islanded
microgrid with significant PV generation with the objective of minimizing its levelized energy cost.
The authors of [15] have proposed a distributed operation control scheme for managing a community of
ESSs within a microgrid based on double deep QL (DDQL). A DQL-based strategy was also proposed
in [16] to determine the power match between a diesel generator and a hydrogen storage device. In [17],
a DQL-based real-time scheduling approach for EV charging/discharging was proposed.

The problem with the current RL-based power dispatch applications is that they are capable of
working as a single agent only; this is a major limitation when several privately-owned assets should
be coordinated. Current RL-based power dispatch applications can be divided into two categories.
One category is capable of controlling only one type of dispatchable unit (e.g., ESS only). This feature
limits the applicability of RL to only specific small-scale scenarios, while the emerging electric and
energy networks are becoming increasingly multi-dimensional and decentralized with diverse types
dispatchable units. The other category involves a set of interconnected units that are controlled by a
single centralized agent, which raises scalability and communication burden and security problems.

This is why multi-agent energy dispatch problem formulation appear to be natural solutions here.
For instance, multi-agent RL (MARL) is a promising field that can model each decision-making unit as
an autonomous agent taking actions based only on its local observations [18, 19]. Although propitious,
only very few works have exclusively proposed to apply MARL in the field of power systems for solving
optimal dispatch problems [6]. In particular, the current multi-agent applications in the area of power
dispatch are focusing on the implementation of one category of MARL approaches, namely independent
learning [20]. Independent learning is a category of MARL where each agent learns independently
and treats other agents as part of the environment. Although simple, independent learning-based
approaches are computationally expensive and do not perform well in environments where coordination
between agents is required, as in power dispatch problems. Furthermore, it violates the Markovian
stationarity assumption which is required for the proper convergence of any RL algorithm. That
is, if each agent regularly updates its control policy, then, from the perspective of any agent, the
other agents’ policies are changing. Thus, when each agent learns independently from the other
agents without having knowledge about their changing policies, this implies the non-stationarity of the
control environment.

Another limitation of the current RL applications in power dispatch is that the wide majority of
algorithms are QL-based [5]; therefore, they are mostly suitable for problems involving dispatchable
units with discrete action spaces. In case of controllable units with continuous action spaces, which is
the case for the majority of power system dispatchable resources (e.g., ESS, HVAC, diesel generators,
EV charging, etc.), a discretization of the action space is required which, in turn, results in sub-optimal
solutions.
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1.2 Contributions

To address the many weaknesses outlined above, in this work, we propose a MARL-based power
dispatch scheme for the optimal control of dispatchable DER within a power system. The resulting
control strategies have the following features: 1) They are data-driven (i.e., model-free) and do not
require any predictions or modeling of the system dynamics. 2) They can handle multiple agents
with centralized training and decentralized execution (CTDE). That is, during the training phase each
dispatchable unit learns offline in a centralized way how to coordinate with the other units to reach
the desired objectives. In contrast, the real-time execution phase is fully decentralized, where each
unit takes actions only based on its local observations with no need for any communication link with
the neighboring units. Such an approach allows for automated offline re-training to address new asset
additions and asset modifications. 3) The proposed control scheme is based on the Multi-agent Deep
Deterministic Policy Gradient (MADDPG) algorithm. To the best of our knowledge, MADDPG has
not been well explored in the area of power systems, and its application has been limited to voltage
control only [21, 22]. MADDPG is applied here for the first time to solve power dispatch problems.
Our proposed MADDPG-based control scheme allows to solve control problems involving dispatchable
units with continuous and/or discrete action spaces. Further, it is scalable to diverse settings and can
solve fully-cooperative, fully-competitive or mixed cooperative-competitive problems. 4) The proposed
control scheme is DRL-based; therefore, it can effectively handle power dispatch problems with high
dimensional state and action spaces. Furthermore, It is inherently adaptable to the control environment
changes and its underlying uncertainties because of its learning features.

The rest of this work is organized as follows: Section 2 introduces the problem formulation of a power
dispatch problem. The proposed MARL-based control strategy and its application for solving power
dispatch problems are presented in Section 3. Numerical experiments and discussions are reported in
Section 4. Finally, Section 5 presents our conclusions.

2 Problem formulation

2.1 Markov game

A multi-agent control problem is usually formulated as a Markov game which is an extension of a
Markov Decision Process (MDP) [23]. A Markov game of N agents is composed of a set of states S, a
set of actions A1×A2× · · ·×AN , and a set of observations O1×O2× · · ·×ON . Each agent i uses its
local control policy πi to choose an action ai ∈ Ai based on its local observation oi ∈ Oi. When each
agent takes an action, the system moves to a new global state s′ ∈ S based on a transition function
T : S ×A1×A2× · · · ×AN 7→ S. Subsequently, a reward ri and a new observation oi are allocated to
each agent. The reward function of agent i is such that: Ri : S × A1 ×A2 × · · · × AN 7→ R, and the
observation is correlated to the state such that: oi : S 7→ Oi. The aim of each agent is to maximize its
own total cumulative expected reward defined by

Ri =

T∑
k=0

γkri,k (1)

where Ri is the total cumulative expected reward of agent i, and ri,k is the reward obtained by agent
i during time step k up to the end of the time horizon T , and applying a discount factor 0 < γ ≤ 1.

To evaluate how good an action taken in a given state is, the Q-function is used to quantify the
value of taking action a under state s at time t while following control policy π, and is defined as [24]

Qπi (s, a) = E[Ri,t|St = s, at = ai]

= E

[
T∑
k=0

γkri,t+k|St = s, at = a

]
(2)
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It is noted that the higher is the value of the Q-function, the better is the action a taken in a given
state s.

2.2 Formulating a power dispatch problem as a Markov game

In a power dispatch problem, the objective is typically to meet the demand with minimal environmental
footprint along with an optimal operation cost through real-time control of one or many dispatchable
units. These units can be, for example, conventional generators, ESSs, EV chargers, flexible demand,
etc. In a multi-agent setting, each dispatchable unit is a seperate agent which implies that the number
of agents is usually equal to the number of dispatchable resources. To formulate any power dispatch
problem as a Markov game, there are four components to be defined: (1) the observation space of each
agent, (2) the global state space, (3) the action space of each agent, and (4) the reward associated to
each agent. The definition of these components can therefore vary from system to system.

The observation space describes the local information available to the agent when taking a decision
in a given time step. For instance, if an ESS is represented as an agent, its state of charge (SOC) can
be a part of its local observation. The global state space usually groups the local observations of all
the agents plus any other useful information about the system state.

The action space of each agent can be discrete or continuous. In case the agent can choose an
action from a finite set, the action space is discrete and it is equal to the set of possible actions. When
the action taken by an agent can take any value within a range, then the action space is an interval
and it is said to be continuous. For instance, in case a diesel generator is represented as an agent, its
action space is the interval that ranges from its minimum to its maximum power output.

Finally, the reward associated to each agent simply reflects its desired objective and can be in the
form of an incentive or a penalty. For example, if the objective in a given power dispatch problem
involving a conventional generator is to minimize its operating cost, then a term of the reward in this
case penalizes any power drawn from the conventional generator. In general, each agent can have
its own reward. Still, there exists three types of multi-agent environments: cooperative, competitive
or mixed cooperative-competitive. In cooperative settings, agents usually have a common goal, and
share the same reward, whereas in competitive settings the agents can have conflicting goals and
opposing rewards. The mixed cooperative competitive setting, as the name suggests, includes a mix
of cooperative and competitive agents.

3 Multi-agent deep deterministic policy gradient-based power
dispatch control

Once a dispatch problem is formulated as a Markov game, a control algorithm can be implemented.
In this work, we choose to solve the power dispatch problem by a MADDPG-based control algorithm.
Therefore, an overview about MADDPG is provided next. Then, for the sake of illustration, typical
power dispatch problems within different environment settings (i.e. cooperative and competitive) are
introduced and formulated to evaluate the application of power dispatch control strategies.

3.1 Multi-agent deep deterministic policy gradient algorithm

MADDPG is a centralized training and decentralized execution (CTDE)-based MARL algorithm that
allows to solve a problem that is formulated as a Markov game [23]. It comprises a training phase
during which the agents learn to take optimal actions, and an execution phase in which each agent uses
its learned control policy for taking real-time decisions. In CTDE, the training phase is centralized in
the sense that a centralized unit that has access to information of all agents (i.e. all local observations
and actions) and directs the learning of the optimal policy of each agent. In this way, the visibility
of each agent is implicitly improved, and it learns to coordinate with the other agents through the
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sharing of information. Furthermore, the use of a centralized unit that has access to common informa-
tion addresses the Markovian non-stationarity issue of multi-agent environments [19]. By the end of
the centralized training phase, each agent possesses a learned control policy that will be used during
real-time execution to generate actions based on its local observations only. Therefore, the execution
phase is said to be fully decentralized, as each agent uses only its local observations for taking de-
cisions with no need for information about other agents through communication. In particular, the
agents’ information-sharing is performed only during the training phase, while the execution phase is
fully decentralized, which is advantageous and suitable for power dispatch applications involving the
coordination of many dispatchable units.

3.1.1 Training phase

The MADDPG is an actor-critic RL method, where the training phase is performed based on two
parametrized deep neural networks as illustrated in Figure 1:

• The actor network is a parameterized representation of the control policy. It is trained based
on the feedback provided by the critic network in order to provide better actions. The actor
network receives the agent’s local observation as input and outputs the action.

• The critic network is a parameterized representation of the Q-function. It is trained to learn
how to generate better evaluations of the action taken in a given state. It is noted that the critic
network is the centralized unit that has access to all the information; therefore, it receives as
input the global state and the actions of all agents, while its output is a scalar that judges the
value of the collective action.

Figure 1: An illustration of the training phase of MADDPG.

In MADDPG each agent has its own actor and critic network, and the weights of each network are
updated throughout the training phase. At the beginning of the training phase, the parameters of the
actor and critic networks of each agent are randomly initialized.

At a given decision time step k, each agent i uses its actor network to choose an action aki based on
its local observation oki . The collective action a = (ak1 , ..., a

k
N ) decided by the agents is then applied to
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the control environment that consequently moves to a new state and each agent subsequently receives
a reward. The basic information about time step k (i.e. global state, actions, rewards and global
next state) are stored in an experience replay buffer. Before moving to time step k + 1, the weights
of the actor and critic networks of each agent must be updated. To this aim, batches of data are
randomly sampled from the experience replay buffer. It is noted that the use of random samples from
an experience replay buffer instead of successive data points aims to reduce data correlation in order
to enforce the required Markovian independent and identically distributed (i.i.d.) data assumption.
Furthermore, soft-update is applied for both the actor and critic networks to enhance learning stability.
In particular, the update of the critic network of agent i is based on temporal-difference (TD) as follows: min L(θi) =

1
|D|
∑|D|
j=1(Q

θi
i (x

j , aj)− yji )2

with yj = rji + γ.Q
θ′i
i (x

′j , a′)|
a′k=π

µ′
i
k (oki )∀k

(3)

where the subscript i denotes agent i, and the superscript j denotes the jth element of the experience
replay buffer D. The function Qθii is the critic network of agent i parametrized with the weights θi.
Similarly, Qθii is the target critic network parametrized with the weights θi. The target actor network
of agent k is represented by πµ

′
k

k with µ′k being the weights of the target network. The global state and
the next global state are denoted with xj and x′j respectively, while ai and a′i represent the current
and next action of agent i, respectively. Similarly, a−i and a′−i denote the current and next action of
all other agents except agent i, respectively.

It is noted that, as each agent has its own critic network, this allows to solve problems in different
environments (i.e. cooperative, competitive or mixed cooperative-competitive), and each agent can
have its own reward function.

The update of the actor network of agent i is based on policy gradient step, where the gradient is
calculated as

∇µiJ =
1

|D|

|D|∑
j=1

∇µiQ
θi
i (x

j , ai, a
j
−i)|ai=πµii (oji )

(4)

where πµii is the actor network of agent i, and µi is its corresponding weights’ matrix, and the local
observation of agent i is denoted by oi. It can be seen from equation (4) that the actor network learns
to generate better actions by performing a gradient step in the direction that maximizes the value of
the Q-function (i.e. critic network).

3.1.2 Execution phase

By the end of the training phase, the weights of all the networks are sufficiently learned. Each agent has
learned to choose actions that maximize its obtained reward while coordinating with the other agents.
Only the actor network of each agent is used during the execution phase, while the critic network is
no longer needed; see Figure 2. In particular, if πi is the learned actor network of agent i, then at any
given time step k, the network receives a local observation oki as an input, and subsequently outputs
the optimal action aki

aki = πi(o
k
i ) (5)

Therefore, the execution phase is fully decentralized, as each agent only uses its local observation for
generating actions with no communication with other agents. We note that the initial training phase
and future possible retraining is executed completely offline.

3.2 Application to power dispatch problems

To evaluate the effectiveness of MADDPG to based power dispatch problems, we consider three typical
scenarios as illustrated in Figure 3.
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Figure 2: An illustration of the execution phase of MADDPG.

Figure 3: Power dispatch scenarios.

• Scenario 1: A microgrid in islanded mode with residential load, two ESSs, a backup diesel
generator and high PV production. The objective is to implement a power dispatch strategy
for determining the optimal charging/discharging power for each ESS in order to meet the load,
maximize self-consumption from PV generation, and minimize diesel generator operation cost.

• Scenario 2: A neighborhood consisting of two residential buildings, two ESSs and a shared
PV production. The objective is to coordinate the charging/discharging of the ESSs in order
to reduce the energy purchased from the electricity provider. Here, the goal is to minimize
electricity purchases for the residential consumers, while reducing power fluctuations and peaks
of the aggregated load profile, which is beneficial for the electricity provider.

• Scenario 3: A building composed of two apartments and a common PV production. Each unit
is considered as a flexible load with a strict flexibility margin and can participate in a Time
of Use-based demand response program (TOU-based DR). It is assumed that each apartment
has a pre-schedule (or expected day-ahead schedule) of its energy consumption for the next day.
The objective is to coordinate the flexibility of the two apartments in order to reduce the yearly
cumulative electricity cost of each apartment while maintaining customer comfort by respecting
the flexibility margins and minimizing the deviation from the pre-scheduled energy consumption.
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The scenarios above are multi-objective with high-dimensional states, as many variables charac-
terize the system state. The action space is also multidimensional as, in all scenarios, more than
one dispatchable unit participates in the power dispatch. The control environment uncertainties are
stemming from load and PV generation. This implies also that the systems are partially observable
because at the beginning of each time step, we can only have an observation instead of a state as the
stochastic load and renewable production cannot be exactly known in advance.

In Scenarios 1 and 2, each ESS is represented as an agent, while in Scenario 3, each flexibility
provider (i.e. apartment) is a separate agent. Furthermore, Scenarios 1 and 2 are fully cooperative as
the agents share a common goal, while the environment of Scenario 3 is competitive as each agent (i.e.
apartment) has its own reward function, and they both compete for the PV production.

3.2.1 Scenario 1

The first step is to model Scenario 1 as a Markov game by defining the observation and action space of
each agent, and the global state. We choose the local observation of each ESS agent to be composed of
its current SOC and the history of the microgrid aggregated load consumption and PV production in
the previous k timesteps (i.e. from t− k to t− 1). It is noted that the use of a history of observations
is a common way for dealing with partial observability as the load and renewable production cannot
be exactly known in advance [25]. The global state space in this case simply groups the observations
of all agents. The action of each agent is a decision on the ESS charging/discharging power which is
a continuous variable bounded with the ESS maximum charging/discharging power. As for the diesel
backup generator, it compensates at best for any lack or surplus of capacity and energy. In particular,
the power drawn from the diesel generator, it cannot exceed its maximum power output. A penalty
is then associated to the agent for any non-served load. A penalty is also accorded to the agent if the
diesel generator has been employed. Therefore, the reward in this case is the negative of the cost, and
can be expressed by:

R(t) = −c0ud(t)− c1Pdsl(t)− c2P 2
dsl(t)− cnslPnsl(t) (6)

where cnsl is the cost of non-served load while c0, c1 and c2 are the components of the diesel generator
operation cost and ud is its ON/OFF status, Pdsl is the diesel generator power output, while Pnsl is
the amount of non-served load.

3.2.2 Scenario 2

In Scenario 2, the objective is to find the optimal charging/discharging power for each of the two ESSs.
Therefore, the local observation, the global state and action spaces of the ESSs are the same as in
Scenario 1. In this case, the electricity provider, regarded as a stiff source, compensates for any lack
or surplus of capacity and energy. The reward obtained by each agent is simply the negative of the
cost to be minimized which can be defined by the following equation:

R(t) = −cPg(t)− 2c|Pg(t) + Pg(t− 1)| (7)

where c is the purchase price of electricity, and Pg is the amount of power provided by the electricity
provider.

3.2.3 Scenario 3

This scenario is a DR-based power dispatch problem where the objective is to find for each apartment
the amount of flexibility to be used during each time step in order to minimize the daily energy cost
while benefiting at most from the PV production. The local observation of each apartment at a given
time step t is composed of five elements:

1. The hour of the day (an integer from 1 to 24)
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2. The apartment pre-scheduled (expected) energy consumption during time step t
3. The electricity price during time step t
4. The history of newly-scheduled energy consumption from time step t− k to t− 1

5. The history of the apartment relative production surplus from time step t− k to t− 1

It is noted that in 4) and 5), a history of data is used to compensate for partial observability as the
new scheduled load and renewable production cannot be exactly known in advance. The global state
in this scenario is set equal to the grouping of observations of all agents.

To maintain customer comfort of each apartment, we suppose first that the flexibility to be offered
(amount of power increase/decrease) during each hour is strictly bounded within a pre-fixed interval.
Then, to respect the customer pre-schedule, each apartment should consume the same cumulative
energy as its pre-schedule by the end of the day. For the present work, we suppose that each unit can
only buy electricity from the electricity provider, and cannot sell its production surplus. The action
space of each apartment is, therefore, the amount of flexibility (i.e. power increase or decrease) to be
used which is a continuous and bounded decision variable.

The electricity purchase cost for each apartment at time interval t is:

C1(t) = Pb(t)x1(t) (8)
C2(t) = Pb(t)x2(t) (9)

where Pb(t) is the electricity price during time step t, and xi(t) is the energy consumed by apartment i
(i ∈ {1, 2}) during time step t. We also penalize the deviation from the total amount of pre-scheduled
energy consumption. Therefore, the reward is if 0 ≤ t < 24:

R1(t) = −C1(t) (10)
R2(t) = −C2(t) (11)

otherwise if t = 24

R1(t) = −C1(t)− ρ

∣∣∣∣∣
24∑
t=1

(D1(t)− x1(t))

∣∣∣∣∣ (12)

R2(t) = −C2(t)− ρ

∣∣∣∣∣
24∑
t=1

(D2(t)− x2(t))

∣∣∣∣∣ (13)

where Di(t) is the ith apartment’s (i ∈ {1, 2}) pre-scheduled (expected) amount of energy consumption
during time step t and ρ is the penalty rate for daily energy mismatches. The actual electricity
consumption of apartment i during time step t is denoted with xi(t).

4 Experimental results

In this section, the proposed power dispatch control design approach is tested on the scenarios intro-
duced in 3.2.

4.1 Control environment description

To design the control environment for the various scenarios, three-years’ worth of load and PV data
with a one-hour time resolution are used from [14]. The first-year data are used for training for
obtaining the actor-critic networks. The second and third-year data are considered as unseen data,
and used for validation and testing, respectively to test the adaptability and generalization capability
of the proposed approach. The aggregated load and PV data of the third year (test year) are shown
in Figure 4.
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Figure 4: PV production and aggregated data of the third year (test year).

The simulation parameters for Scenarios 1 and 2 are illustrated in Tables 1 and 2, respectively.
The initial SOC value of each ESS is set to 50% of its energy rating. It is noted that Smax

b and
Pmax
b represent the maximum energy capacity and maximum charging/discharging power of the ESS,

respectively. The charging/discharging efficiencies are denoted by ηch and ηdch. The maximum power
output of the diesel backup generator and the ESS are represented with Pmax

dsl and Pmax
b , respectively.

For the DR-based scenario (i.e. Scenario 3), the maximum flexibility per time step is set to 0.5 kW,
ρ = 1 e/kWh, and TOU prices over one day are shown in Figure 5.

Table 1: Simulation parameters for the environment of Problem (A).

c0 (e/kWh) c1 (e/kWh) c2 (e/kWh) cnsl (e/kWh) Pmax
dsl (kW)

0.0157 0.108 0.31 2 1
Pmax
b (kW) Smax

b (kWh) ηch ηdch k
1.1 4 0.95 0.95 6

Table 2: Simulation parameters for the environment of Problem (B).

c (e/kWh) Pmax
b1 (kW) Pmax

b2 (kW) Smax
b1 (kWh) Smax

b2 (kWh) ηch ηdch k
0.132 1.1 1.1 4 4 0.95 0.95 6

Figure 5: TOU prices for one day.

In all scenarios, the deterministic solution of the corresponding optimization problem is also calcu-
lated and serves as benchmark for evaluating the performance of the implemented RL-based control
strategy. Such fully-deterministic “theoretical” solutions are not realistic, as they assume full knowledge
of the system dynamics in all future time steps and perfect predictions of the sources of uncertainties
(load and PV generation) at any given time step. Nonetheless, they represent theoretical upper bounds
for reward values. We recall that in the proposed MARL-based control approach the partial observ-
ability has been tackled through the proper design of the observation space by the use of historical
data.
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4.2 Implementation details

The first year data of the load and PV generation are used during the training phase for learning
the actor and critic networks. Once the models are learned, the second and third year (unseen data)
are used for validation and testing, respectively to demonstrate that the proposed method is able
to generalize well and perform acceptable results when encountering unseen situations. The network
architectures used for both actor and critic are similar. In particular, the actor network is parametrized
by two dense layers each with 64 units and Rectified Linear Unit (ReLu) activation function. The
output layer is a dense layer with one unit and hyperbolic tangent (tanh) activation function. Similarly,
the critic network has two dense layers with ReLu activation, and an output layer with one unit and
no activation function.

The ε-greedy policy is used for random exploration of actions. The ε-value starts with a value equal
to one, and gradually decreases until it reaches 0.1 in order to reach a trade-off between exploration
and exploitation. The test and validation phases are performed with no exploration (i.e. ε = 0). Over
a total number of episodes equal to 100, the model that generates the best validation and testing scores
is saved. It is noted that one episode corresponds to one year, while each time step corresponds to one
hour.

4.3 Scenario 1

Figure 6 shows the learning curve of the MADDPG-based control strategy during the training phase.
The figure illustrates how the agents progressively learn, in a stable way, to maximize their joint reward
during the training phase.

Figure 6: Scenario 1: Learning curve for the MADDPG-based power dispatch approach.

In the following, we present mainly experimental results obtained for the second year (i.e., validation
year) as similar results were obtained for the third year (test year). In particular, Figure 7 and Figure 8
plot the hourly PV power, demand, as well as ESS#1, ESS#2 and diesel backup generator power output
over a period of eight days from January and July, respectively.

Figure 9 illustrates the daily operation cost obtained with the MADDPG-based control approach.
Furthermore, a comparison between the yearly cumulative operation costs obtained with the deter-
ministic optimization problem and the proposed MARL-based approach for the validation and testing
years is shown in Table 3.

It can be seen that ESS#1 and ESS#2 have learned the pattern of charging during periods of high
PV production and/or low demand, and discharging during periods of high demand and/or low PV
production. An interesting result that is illustrated in Figure 7 and Figure 8 is that, in many time
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Figure 7: Scenario 1: Control decisions obtained with MADDPG for eight days from January of the validation year.

Figure 8: Scenario 1: Control decisions obtained with MADDPG for eight days from July of the validation year.

Figure 9: Scenario 1: Variation of the daily operation cost during the validation year obtained with MADDPG.

Table 3: Scenario 1: Annual total cost (e) for the test and validation years

Deterministic MADDPG

Validation year (e) 714.26 799.734
Test year (e) 984.12 1057.79

steps, the ESSs anticipate periods of negative net load (high PV and/or low demand) and start to
charge accordingly. The same occurs in cases of high net load where the ESSs start to discharge. These
figures highlight also the important and favorable effect of ESSs as their optimal coordination allows
for the diesel generator to be used in meeting the demand especially only during critical periods. The
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ESSs also contribute in reducing the reliance on the diesel generator as the operation cost is largely
reduced during periods of high PV production (i.e. during spring and summer), as can be seen in
Figure 9.

From Table 3, it can be observed that the MADDPG-based solution is reasonable, as it is close to
the deterministic solution by 88% and 92.5% for the validation and test years, respectively.

The experimental results obtained for Scenario 1 demonstrate the effectiveness of the proposed
approach for real-time power dispatch within a microgrid featuring uncertainties. In particular, the
two ESSs are effectively cooperating with the diesel generator to meet the load and reduce the yearly
cumulative operation costs while benefiting from the renewable generation.

4.4 Scenario 2

For the sake of comparison, two deterministic problems (P1 and P2) are formulated and solved. Prob-
lem P2 is the deterministic formulation of Scenario 2 in which the objective is to simultaneously reduce
two objectives: electricity cost and fluctuations. To highlight the control algorithm performance in
fluctuations’ reduction, we consider another optimization problem (P1) that has the same constraints
as P2, but only with one objective that is electricity cost minimization (i.e., does not minimize the
fluctuations). Furthermore, the Peak-to-Average Ratio (PAR) is used as a metric for evaluating the
effectiveness of the proposed approach in terms of fluctuations reduction.

We present the experimental results obtained for the test year (third year)—as similar results
were obtained for the validation year (i.e., second year). Figure 10 and Figure 11 plot the control
decisions obtained with the proposed approach during eight days from January and July, respectively.
Figure 12 compares the PAR ratio variation during the test year obtained with the proposed approach
and optimization problems P1 and P2. Table 4 presents the annual energy cost for the validation
and test years obtained with P2 and the MADDPG-based approach. This cost represents the annual
aggregated electricity purchased by the two buildings, net of the power fluctuation penalty.

Table 4: Scenario 2: Annual total cost (e) of purchased electricity for the test and validation years.

Deterministic (P2) MADDPG

Validation year (e) 1001.52 975.17
Test year (e) 1073.76 1045.05

By analyzing Figure 10, Figure 11 and Figure 12, it can be concluded that the two ESSs are
effectively cooperating in reducing the electricity cost from one side, and flatten the peaks from the
other side. Table 4 shows that the amount of electricity purchased by the two buildings is close by
97.4% and 97.3% to the amount obtained with the solution of the optimization problem P2 for both
the validation and test years. As for the PAR, its profile is improved compared with the PAR profile
of problem P1 (i.e., only electricity cost reduction), as illustrated in Figure 12. Furthermore, the
PAR profile obtained with MADDPG is reasonably close to the solution provided by the optimization
problem P2 (i.e., minimize both electricity cost and power fluctuations), as shown in Figure 12.

4.5 Scenario 3

For the DR-based scenario, Figure 13 illustrates the daily costs of consumed electricity with and
without the application of DR over the period of one year (test year). Table 5 shows the annual
energy cost for the validation and test years obtained with the MADDPG-based approach and the
deterministic solution of the optimization problem.
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Figure 10: Scenario 2: Results obtained for the test year with the MADDPG approach – First row: Variation of Pb1

and Pb2 (Amount of power to be charged/discharged from ESS1 and ESS2, respectively); Second row: Pg (amount
of electricity delivered by the electricity provider); Third row: Pdiff (difference in Pg between two consecutive time
steps); Fourth row: PV production; and, Fifth row: aggregated demand of the two buildings over eight days from
January.

Figure 11: Scenario 2: Results obtained for the test year with the MADDPG approach – First row: Variation of Pb1

and Pb2 (Amount of power to be charged/discharged from ESS1 and ESS2, respectively); Second row: Pg (amount
of electricity delivered by the electricity provider); Third row: Pdiff (difference in Pg between two consecutive time
steps); Fourth row: PV production; and, Fifth row: aggregated demand of the two buildings over eight days from July.

Figure 12: Variation over the test year of the PAR ratio obtained with the solution of the MADDPG approach and
optimization problems P1 and P2.
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After analyzing Figure 13 and Table 5, a primary remark is that the participation in TOU-based
DR program results in reduced annual energy costs for both apartments. The results show that the
flexibilities of the two units are efficiently coordinated in order to reduce the energy cost of each
apartment individually and the building overall. The MARL-based controls are around 10% higher
(for the test year) than the theoretical deterministic solution. Furthermore, although the control
environment is competitive, the MARL-based control strategy has allowed to reach a compromise in
terms of PV generation sharing and electricity cost reduction among the two apartments.

Figure 13: Scenario 3: Comparison between the annual variation during test year of the daily operation cost without
DR, and its variation after the application of the MADDPG-based control strategy.

Table 5: Yearly costs (e) (of test year) without and with DR for Apartment-1, Apartment-2, and building (Apartment-1
and Apartment-2) obtained with the deterministic solution of optimization problem and MADDPG.

Apartment-1 Apartment-2 Building

Without TOU-DR - - 1118.56
(i.e. pre-schedule)
Deterministic 377.79 537.15 914.94
MADDPG 434.08 571.33 1005.41

5 Conclusion

Acknowledging that there are major challenges in decarbonizing power and energy systems, innovations
have to emerge to save both time and resources in installing and commissioning distributed energy
resources (DER). Similarly, many opportunities exist for DER owners to collaborate in setting up local
microgrids in a seamless manner with the objective of accruing further benefits beyond local sustainable
energy generation. Current model-based approaches to microgrid power dispatch are expensive to set
up in terms of engineering resources, and may need re-tuning every time new DER resources are added.

This is why this work has proposed a power dispatch control strategy based on model-free, data-
driven, multi-agent reinforcement learning (MARL). Markov modeling of the power dispatch problem
is first presented, then we demonstrate how the multi-agent deep deterministic policy gradient (MAD-
DPG) algorithm can be used to solve such problems. To evaluate the proposed control design strategy,
several typical power dispatch scenarios within a microgrid and an eco-neighborhood are set up and
simulated. Experimental results show that an effective coordination of many dispatchable units in
cooperative or competitive environments featuring load and photovoltaic generation uncertainties can
be achieved through the implementation of the proposed multi-agent power dispatch approach. In
particular, the dispatchable units are set to learn how to coordinate their actions during their offline
training phase through explicit information sharing. In contrast, once controls are put in execution in
the field, fully communication-free decentralized control is possible, as each controllable unit only needs
local information to make real-time decisions. By comparing the MADDPG-based power dispatch ap-
proach with the solution of full-foresight deterministic optimization problems, it has been shown that
the proposed strategy is able to achieve acceptable control performance in multi-agent environments
featuring multi-dimensional uncertainties.
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Future areas of improvement here would include the extension of MADDPG-based control capa-
ble of taking local forecasts of demand and renewable generation as agent observations. With such
forecasts as inputs, we hypothesize that MADDPG performance could be improved at a relatively low
computational cost.
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